Levels and Trends in Absolute Poverty in the World: What we know and what we don’t

Stephan Klasen

August 2009
Levels and Trends in Absolute Poverty in the World: What we know and what we don’t

Stephan Klasen

A version of this paper has appeared in Mack, E., S. Klasen, T. Pogge, and M. Schramm (eds.) Absolute Poverty and Global Justice. London: Ashgate (2009)

Abstract:
This paper critically reviews the recent changes to the Global Poverty numbers generated by the World Bank in 2008. While they have little impact on observed poverty trends and while there are good reasons to believe that the previous numbers were on weak foundations, the new numbers on levels of poverty in the developing world create new uncertainties and questions. In particular, there are conceptual issues involved in using one ICP round to update all poverty numbers and more empirical issues related to the particular results of the 2005 ICP round. This paper reviews these issues and finds that we cannot be very certain about levels of absolute poverty in the world and that the current method for generating these absolute poverty numbers is problematic and should possibly be abandoned. At the same time, poverty trends are much less affected by these methodological issues. The paper also discusses potential alternatives to the current methods and highlights their strengths and weaknesses. Unfortunately, there is no readily available alternative to the current method, though with some difficulty, such an alternative could be developed.

Keywords: International Comparison of Prices, Purchasing Power Parity, World Poverty.
JEL Codes: I32, O1

---

I would like to thank Francois Bourguignon, Francisco Ferreira, Elke Mack, Thomas Pogge, Martin Ravallion, Sanjay Reddy, Michael Schramm, and Michael Ward (+) for helpful comments and discussion. This paper is dedicated to his memory. Address of corresponding author: sklasen@uni-goettingen.de
Introduction

At the Millennium Summit in 2000, the world community agreed on eight Millennium Development Goals (MDGs) to ensure poverty reduction and sustainable development for all. Poverty was seen in a wider context, encompassing income poverty, hunger, lack of educational opportunities, gender bias, morbidity, and premature mortality which are taken up in the first six of the eight MDGs. The first Millennium Development Goal, agreed to by the world community at the Millennium Summit in 2000, calls for the eradication of extreme poverty and hunger. The targets agreed are somewhat more modest and refer to halving, between 1990 and 2015, the share of the population living on less than $1 a day, and halving the proportion of the population who suffer from hunger. For these two targets, three indicators were chosen. For the first target, the World Bank has been charged to regularly produce the relevant indicator, i.e. the share of the population that is living on less than a $1 a day. For the second target, there are two indicators. The first is to be monitored by UNICEF and WHO and refers to halving the share of children under five years of age who are underweight, and the second is to be monitored by the FAO and refers to halving the share of the population who are below minimum recommended levels of dietary intake.

While all of these targets appear quite clear and the indicators chosen to measure them appropriate, there is in fact a great deal of uncertainty about both levels and trends in absolute poverty and hunger in the developing world. In particular, the two indicators for hunger show a very different distribution of underweight children and populations with calorie deficiencies. Neither indicator, in turn, correlate particularly well with mortality indicators and there appear to be significant regional anomalies, although one would presume a close correlation at the regional level. For example, caloric deficiency appears to be worst in the Caribbean, the share of underweight children worst in South Asia, and infant and child mortality worst in Sub Saharan Africa. Standard models to explain these phenomena cannot account for these anomalies. As discussed in detail in Klasen (2008), these problems therefore appear to be due to significant conceptual and empirical problems with both hunger indicators, their underlying data, and the assumptions made to arrive at these aggregate measures. As a result, there remains significant uncertainty about where ‘hunger’ is indeed worst and how the share of hungry people is changing over time. As these issues are dealt with exhaustively in Klasen (2008), I will not dwell further on them here. Instead the focus here will be on the first target and indicator, the share of the population living below $1 a day. The focus on this issue is particularly pertinent, as the World Bank has recently published extensive revisions to this indicator (Chen and Ravallion 2008). In fact, the revision of these numbers has been based on the derivation of a new international poverty line against which to measure levels and trends in poverty, as well as a recalculation of poverty levels and trends for all countries going back to 1981. Thus both the baseline for the first MDG target in 1990 has changed as well as the levels in each subsequent year, thereby also affecting the rate of progress towards this MDG. In this paper, I will critically review the way the World Bank measures this extreme poverty indicator, present key facts and figures on trends in extreme poverty using data from before and after the revision, and then focus on a critical appraisal of the recent revisions. While there is little reason to believe that these revisions seriously distort trends in extreme poverty in the developing world, I will argue that the uncertainty about levels in absolute extreme poverty is very high and that the recent revisions have done little to reduce this uncertainty and might have indeed increased it. In fact, given the difficulties to measure poverty using an international poverty line, I will suggest instead that it might be preferable to abandon the efforts to construct such an international poverty line and focus instead on creating consistent and comparable national poverty lines using a common set of methods that could in turn be
used to estimate levels and trends in absolute extreme poverty in the world. The chapter is
organized as follows: in the next section I will discuss the $1 a day poverty indicator, its
conceptual underpinning and its empirical derivation. The following section will then
critically review the revisions that were introduced in 2005 and present key facts and figures
that have been affected by this revision. In the following section I will discuss the
implications of these criticisms and discuss advantages and disadvantages of an alternative
procedure. The final section concludes.

The World Bank’s International Poverty Measure

Measuring poverty is clearly a challenging task. Among the questions to be asked are the
domain in which poverty is to be measured, whether a poverty line separating the poor from
the non-poor is invariant across space and time, whether one should consider just the
incidence or also the depth of poverty, and whether poverty should be measured at the
individual or household level. These are all complex questions that merit detailed discussions
as well as high-quality comparable household survey data. For a poverty indicator that
attempts to measure levels and trends in poverty in a comparable manner across all
developing countries, data availability and comparability issues will necessarily involve
simplifications and short-cuts. In fact, until 1990 it was not possible to generate such poverty
figures as the coverage of household surveys in developing countries was simply too sparse.
In the 1990 World Development Report (World Bank 1990) the World Bank made a first
attempt to measure poverty in a comparable way using an international poverty line and
measuring poverty for the year 1985. This was based on an international poverty line of the
purchasing power equivalent of $1 per capita in 1985 prices. There have been two major
updates of this poverty line, once in the World Development Report 2000/01, where the
poverty line was shifted to $1.08 in 1993 prices and recently again in Ravallion, Chen, and
Sangraula (2008), when it was shifted again to $1.25 in 2005 prices. The one proposed in
2000 became the basis for the first target of MDG1 at the Millennium Summit. The methods
for establishing the poverty lines have largely remained the same in these three versions
which will be described below.

Before turning to this point, it is useful to point out a number of implicit choices and
simplifications that are inherent in this approach to the measurement of poverty. First, the
focus is entirely on the income dimension of poverty. Whether such income poverty is
related to other forms of deprivation or a multidimensional view of poverty consistent
with, for example, Sen’s capability approach is not considered here (e.g. Sen 1985; Klasen
2000). While this is clearly a narrow view, it is defensible in the context of the MDGs where
other forms of deprivation are captured in the other MDGs as well as the hunger target of
MDG1.

Second, the international poverty line is invariant in space and time and thus
constitutes an absolute poverty line that tries to capture the share of people who are in
extreme poverty where basic physical survival and health is at risk. Relative poverty concepts
that are based on claims that poverty depends on socially acceptable standards of living in a
given society are also not considered here. Clearly, this is a debatable choice, but may be also
defensible if the focus is on developing countries where absolute, life-threatening poverty is
still a very serious problem. It would clearly be inappropriate to use such an approach to

---

2 For a discussion, see, for example, Sen (1984), Ravallion (1994), and Klasen (2000).
3 The poverty line is adjusted only for differences in prices across space and time.
measure poverty in industrialized countries; indeed one may wonder whether it is appropriate for poverty measurement in upper middle-income countries such as Brazil, Thailand, Mexico, or South Africa where absolute life-threatening poverty is only affecting a relatively small share of the population while many more suffer from relative deprivation.\footnote{For a discussion, see, for example, Sen (1984). See Ravallion, Chen, and Sangraula (2008) for a defence of such an absolute approach to measuring poverty.}

Third, poverty depth is not considered in the target for MDG1, but all poor are treated the same and simply added up, regardless of whether their incomes are just below or very far below the poverty line. Considering the depth of poverty would indeed be preferable, but somewhat harder to communicate and also makes greater demands on the precision of the data.\footnote{Most of the background papers by the World Bank team working on these numbers usually also prepares figures that consider the depth and severity of poverty. See, for example, Chen and Ravallion (2008).}

Fourth, the figures are per capita figures and do not account for differences in household size and composition which is likely to affect the needs of households as well as their ability to economize on resources. This will have the consequence that poverty in regions with large households and many children (such as many countries in Sub-Saharan Africa) is overstated relative to regions where household sizes and the number of children are small (such as China or South-East Asia).\footnote{In principle, this is also a solvable problem. The Luxembourg Income Survey which compiles comparable statistics mostly from OECD countries uses a common equivalence scale to deal with this problem. Possibly it would be harder to define such common equivalence scales for the very heterogeneous developing world.}

Lastly, inequality in intrahousehold resource allocation is not considered in these measures. If the per capita income of a household falls below the poverty line, everyone in the household is considered poor, even though some members might have better resource access than others. As a result, this approach is ill suited to examine the differential in poverty by gender or age group and it might indeed affect accurate poverty measurement (see Haddad and Kanbur 1990; Klasen 2007).\footnote{There are also more detailed measurement questions such as the consistency of household surveys between countries and over time, as well as the consistency of income or consumption information in household surveys with the same information in national accounts which appear to suggest lower rates of extreme poverty and faster poverty reduction. See Chen and Ravallion (2008) and Bhalla (2004) for a discussion.}

While these are all short-comings of this approach to measuring poverty, some of which that could be addressed with available data, some of these choices appear defensible in the context of the MDGs where there was a need for a straight-forward comparable poverty indicator that would particularly capture levels and trends in extreme income poverty.

Bearing these methodological choices in mind, the big remaining questions are how this international poverty line is actually derived and how it is then used to measure poverty in each developing country so that poverty levels and trends can then be aggregated and compared. This is described in detail in Ravallion, Chen, and Sangraula (2008) and will be summarized here. Let me first turn to the construction of the international poverty line. In all three versions presented by the World Bank (1990, 2000, and 2008), the starting point was always the national poverty lines of a large sample of developing countries, expressed in their national currencies. In order to render them comparable, the results of the so-called International Price Comparison Project (ICP) were used to turn these national poverty lines into international prices (expressed in international $). The ICP rounds, which take place
every 3-10 years, compare prices of a large basket of goods and services in many different countries to generate exchange rates that appropriately reflect purchasing power differences between countries (see below and contribution by Ward in this volume). These so-called purchasing power parity (PPP) exchange rates are used for the translation of national poverty lines into international $ in the hope that this approach will adequately reflect purchasing power differences and thus make these poverty lines comparable. For the 1990 exercise the 1985 ICP was used; for the 2000 revision, the 1993 ICP was used, and the latest poverty estimates are based on the 2005 ICP.

In a second step the poverty lines are plotted against per capita incomes and it is regularly found that among low income countries, the poverty lines, turned into international $, are very similar. The average of these poverty lines then is used as the international poverty line, which turned out to be $1.02 in 1985 prices in the 1990 World Development Report, $1.08 in 1993 prices in the 2000/01 World Development Report, and $1.25 in 2005 prices in the recent revision.

To measure poverty using these poverty lines, the following three steps are then undertaken. First, the international poverty line is turned into a poverty line in national currencies at the benchmark year using the PPP exchange rates from the particular ICP round (1985, 1993, and 2005, respectively). Second, this poverty line is adjusted using national inflation rates to generate poverty lines in national currencies backwards and forward in time for all years since 1990 (or even since 1981). Third, the share of the population living below this poverty line is then determined using national household income or expenditure surveys.

It is important to emphasize that in each three rounds of calculation (1990, 2000, and 2008), poverty rates were recalculated not only for the most recent years, but for all years since the beginning of measurement of poverty at the global level (where the first data point is 1981). Thus we have three sets of poverty estimates for 1985, one based on the 1985 ICP round published in 1990, one for the 1993 ICP round published in 2000, and another one based on the 2005 ICP round published in 2008. The resulting numbers for the same year are, in some cases dramatically different and it is not obvious to say which estimate is the most accurate one, an issue that will be discussed in more detail below.

**Poverty Levels and Trends using the 2005 ICP Round**

In late 2007, the World Bank made available the new PPP exchange rates from the 2005 ICP survey (World Bank 2007). Not only do they represent a more up-to-date set of price comparisons, but this round of the ICP was more comprehensive than all previous rounds, and particularly included China for the first time. In August of 2008, it then published new poverty estimates for developing countries going back to 1981 based on these figures. Table 1 compares the share of the population below $1.08 a day in 1993 prices by region and from 1990 to 2005 with the new figures which are based on the $1.25 poverty line in 2005 prices. As can be readily seen from the table, there are dramatic differences in levels of poverty in many regions of the developing world using these two methodologies. Changes are particularly extreme in East Asia and the Pacific, but also quite large in Sub Saharan Africa, the Middle East, and South Asia. In China, using the 2005 ICP suggests that 60% of the population lived in extreme poverty 1990, compared to ‘only’ 33% using the previous ICP. This largely drives the results for all of East Asia. In India and in Sub-Saharan Africa, extreme poverty is now believed to have been much higher in 1990 than was previously thought. This, of course, has direct implications for the first target of MDG1 where the halving of poverty uses 1990 as a baseline. When the goal was agreed in 2000, based on the 1993 ICP, it implied that the share of the extremely poor should fall from about 29% of the
population in developing countries in 1990 to half that, i.e. 14.5% in 2015. Using the 2005 ICP for this goal implies that now extreme poverty, expressed in 2005 international prices, needs to fall from nearly 42% in 1990 to 21% in 2015. Thus halving poverty is now based on a much larger share of poor people.

But also the most recent observations show large discrepancies. Poverty in 2005 is believed to be about ten percentage points higher in South Asia and Sub Saharan Africa using the 2005 ICP than the 1993 ICP suggested. In all of the developing world, the 2005 ICP suggests that some 26% of the population suffer from extreme poverty in 2005, compared to only 19% when the 1993 ICP is used.

This not only affects poverty rates, but correspondingly the absolute number of people who live in extreme poverty. While the 1993 ICP round suggested that 1.5 billion people lived in extreme poverty in 1990 and this figure dropped to 930 million in 2005; the 2005 ICP implies that the number of extremely poor was 1.9 billion in 1990 and about 1.4 billion in 2005 (Chen and Ravallion 2008). These are large differences, suggesting that we have about 50% more extremely poor people in the world.

While the differences in poverty levels induced by the new revision based on the 2005 ICP are very large, the differences in poverty trends since 1990 are remarkably small, a point also emphasized by the World Bank (Chen and Ravallion 2008). The recent revision does not change the direction of poverty trends in any region or for the developing world as a whole. Also the size of poverty reduction in the different regions, and the developing world as a whole, changes remarkably little. Poverty reduction in China, and East Asia as a whole, remains very rapid, poverty reduction in South Asia also remains sizable, and continues to be the case that poverty reduction in Latin America, Eastern Europe and Central Asia, and Sub Saharan Africa was very small, and mostly concentrated in the period after 2000. As a whole, the figures thus suggest relatively little change to the assessment of overall progress in the first target of MDG1. Regardless of whether we use the old or the revised figures, the developing world as a whole seems to be on track to halving extreme poverty. Using 1993 prices, the poverty rate fell from 29% in 1990 to about 18% in 2005; using 2005 prices, the decline is from 42% to 26%; in both cases reaching the goal by 2015 is clearly within reach. At the same time, both sets of estimates suggest that this overall positive development is largely driven by over-achievement in poverty reduction in East Asia and quite good progress in South Asia. In contrast, Sub Saharan Africa is highly unlikely to reach the goal, and it also highly uncertain that Latin America or the Middle East will reach it.
Table 1-1: Share of population suffering from extreme poverty, 1993 and 2005 ICP Rounds

<table>
<thead>
<tr>
<th>Region</th>
<th>1990</th>
<th>1996</th>
<th>2002</th>
<th>2005</th>
</tr>
</thead>
<tbody>
<tr>
<td>Poverty line</td>
<td>1.25</td>
<td>1.08</td>
<td>1.25</td>
<td>1.08</td>
</tr>
<tr>
<td>East Asia and Pacific</td>
<td>56.0</td>
<td>29.8</td>
<td>37.1</td>
<td>16.1</td>
</tr>
<tr>
<td>Of which China</td>
<td>60.2</td>
<td>33.0</td>
<td>36.4</td>
<td>17.4</td>
</tr>
<tr>
<td>Eastern Europe and Central Asia</td>
<td>1.5</td>
<td>0.5</td>
<td>4.5</td>
<td>4.4</td>
</tr>
<tr>
<td>Latin America and Caribbean</td>
<td>10.7</td>
<td>10.2</td>
<td>11.5</td>
<td>8.9</td>
</tr>
<tr>
<td>Middle East and North Africa</td>
<td>5.4</td>
<td>2.3</td>
<td>5.3</td>
<td>1.7</td>
</tr>
<tr>
<td>South Asia</td>
<td>51.1</td>
<td>43.0</td>
<td>46.9</td>
<td>36.1</td>
</tr>
<tr>
<td>Of which India</td>
<td>51.3</td>
<td>44.3</td>
<td>46.6</td>
<td>39.9</td>
</tr>
<tr>
<td>Sub-Saharan Africa</td>
<td>54.9</td>
<td>46.7</td>
<td>57.5</td>
<td>47.7</td>
</tr>
<tr>
<td>Total</td>
<td>41.6</td>
<td>28.7</td>
<td>34.8</td>
<td>22.7</td>
</tr>
<tr>
<td>Total excluding China</td>
<td>35.2</td>
<td>27.1</td>
<td>34.2</td>
<td>24.5</td>
</tr>
</tbody>
</table>

Note: The first column refers to the share of the population below the new poverty line of $1.25 a day, the second one to the old poverty line. The differences in the figures are, to a very small degree, also due to changes in survey data; also note that the $1.08 figures in the 2005 column refer to 2004. Sources: Chen and Ravallion (2008), Chen and Ravallion (2007).

Given the process of arriving at these numbers, it is not surprising that the revisions only have a large impact on poverty levels, but not on trends in poverty reduction. All that has changed for poverty trends at the national level is that the poverty line has been changed at the benchmark year and then the same national inflation rates have been used to adjust the poverty line for each year between 1990 and now. Thus there has been a consistent shift of the poverty line across all years (either upwards, as in the case of most developing countries, or downwards, as in the case of very few developing countries); since the household surveys have not changed that are used to determine poverty using these adjusted poverty lines, it is not surprising that the trends are hardly affected. Trends in poverty using a consistent poverty line are mostly driven by changes in average incomes and the income distribution in national currencies rather than the location of the poverty line, and in this respect nothing has changed.8

Thus the new findings suggest that poverty is much higher than we previously thought, particularly in China, but also in Africa and India. At the same time, the new numbers have little impact on what we knew about the pace of poverty reduction and the progress towards meeting MDG1. Here the finding remains that progress on the whole looks quite promising, but is highly heterogeneous, with many regions projected not to meet the goal of halving extreme poverty.

In this context, one should also point that below the surface of even these uneven regional trends lie more disconcerting facts that were highlighted in last year’s Global Monitoring Report on the MDGs, produced by the World Bank (World Bank, 2008). In

---

8 They will have a modest impact, however, as now these trends are evaluated at a different national poverty lines which has consistently been shifted upwards or downwards for all years, and we know from the work of Bourguignon (2003), Klasen and Misselhorn (2007), among others, that the location of the poverty line will affect the pace of poverty reduction.
particular, two very disconcerting facts are hidden beneath the figures in Table 1. The first is that more than half of the 149 developing countries included in the assessment of MDG progress lack the necessary data to assess whether there has been any progress in poverty reduction. Two groups of countries predominate among those with no data. One group is very small countries such as the many small Island states in the Pacific and the small African countries where regular household surveys are not undertaken. The other group consists of unstable countries where violence, civil wars, state collapse, or extremely weak governments prevent the collection of data. While the first group is unlikely to affect overall trends by much, the second group includes some larger countries such as Afghanistan, Iraq, Somalia, Myanmar, or Eritrea where one can suspect that poverty trends are not favourable and this could have a noticeable effect. But the data represented in Table 1 include information from countries that comprise 90% of the population of developing countries (Chen and Ravallion 2008), so that the overall regional and global trends are not seriously affected by these missing observations. It remains the case, however, that it is serious problem that one simply lacks the data on poverty levels and trends for the majority of developing countries; this is a great challenge for the countries concerned as well as the international community to remedy this very unsatisfactory state of affairs.

The second disconcerting fact is that of those countries where information is available to monitor poverty trends, over 60% are, at current trends, actually off track to meet the poverty reduction goal (World Bank, 2008). If we take a country perspective, the news on progress in reducing extreme poverty is therefore actually quite bad: The vast majority of countries in the world either are unlikely to meet the target or lack the data to monitor progress. Conversely, the overall positive trend is entirely dominated by the good poverty reduction performance of a number of populous developing countries, most notably China, India, Indonesia, Bangladesh, and Vietnam.

Nevertheless the big question remains what to make of these large revisions in poverty levels in many developing countries. Similarly, the general approach of periodically revising these international poverty lines to generate a whole new time series of poverty estimates should be scrutinized further. This is taken up in the next section.

Problems and Open Questions associated with the Recent Poverty Revisions

There are two different sets of questions associated with this approach to measuring extreme poverty in the developing world. The first set asks whether conceptually the current approach to measuring and periodically revising poverty in the developing world using this procedure is a promising way to accurately reflect levels and trends in absolute poverty. This is a subject on which there has been some debate in the past (e.g. Reddy and Pogge (forthcoming); Ravallion 2007); the focus here will not be to repeat this debate but reflect on the conceptual issues in light of the recent drastic revisions. The second set of questions involves potential empirical problems with the two ICP rounds in 1993 and 2005 that differ so much in their conclusions on relative price levels, and thus on poverty levels. This is also a topic that is discussed in more detail by Michael Ward in his contribution to this volume, but I want to weigh in on some of these issues. I will deal with these two issues in turn.

On the conceptual side, I want to address two difficult issues. The first is whether the PPP exchange rates generated by the ICP process are appropriate for the comparisons of the purchasing power of the poor. This is an issue central to the critique of Reddy and Pogge (forthcoming) and, in principle, it would indeed be preferable to only consider those items in the construction of PPP exchange rates that are of relevance to the poor. This was seen by all participants in these debates as an important way forward and several attempts have been
made to move in this direction. The most recent was by Deaton and Dupriez (2008) who constructed consumption baskets close to the poverty line and use those baskets to compare prices. This is conceptually superior, but data-intensive and only possible for a small set of countries. According to results presented in Chen, Ravallion, and Sangraula (2008), the empirical differences between these two sets of results in terms of setting a poverty line are rather small. This will not necessarily mean that this issue has no importance, however, as there is a second related point one must bear in mind. The overall PPPs that are used for the translation of the international poverty line into national currencies can be significantly affected by goods and services not heavily consumed by the poor and this can in turn affect levels of poverty. For example, Heston (2008) argues that in the 2005 ICP the biggest reason for the drastic downward revision of PPP adjusted per capita income (and thus the large upward adjustment of poverty levels) was due to changes in the assumptions about the productivity of government services. While this is an important issue to consider when comparing GDP levels, it is less clear that it a relevant factor to consider when assessing poverty as the poor are arguably less affected by this change (see Reddy 2008). Similarly, Ward argues in his contribution that the finding that China was much more expensive than previously thought is based on baskets of goods that are internationally comparable, but largely out of reach of the poor so that also here the question is whether this change should really impinge on poverty measurement. The choices made in the 2005 ICP round to deal with these two difficult conceptual issues suggest that income levels are underestimated and poverty is overestimated, an issue to which I return below.

The second, equally difficult question relates to the intertemporal use of a single cross-country price comparison. As explained above, the poverty estimates from 1981 to 2005 are now based on the 2005 PPP exchange rates which is now used, in combination with national inflation rates, to derive poverty lines for each year. As has been pointed out by many scholars working on these price comparisons, the ICP rounds only provide valid comparisons of purchasing power adjusted GDPs at one point in time, the benchmark year. Thus the use of the 2005 price comparisons to compare poverty levels in 2000, 1995, let alone 1981, is not really an appropriate use of these comparisons. The reason is that the 2005 comparison is based on the global production and demand of goods available in 2005 and global demand and availability of goods changes over time which would affect price comparisons. While it appears rather innocuous to use the 2005 ICP to assess poverty levels in 2003-2006, it seems quite problematic to use these prices for comparisons of poverty levels in 1990, let alone 1981 when the world economy, the structure of world demand, and the availability of goods was quite different. This problem will keep getting worse. The next ICP round is planned for 2011 and it seems highly dubious to base comparisons of poverty levels in 1990 or earlier on the assessment of global prices in 2011.

The obvious alternative to this approach would be to use all of the benchmark comparisons years (i.e. 1985, 1993, 1996, and 2005) in an assessment of purchasing power parity exchange rates for different time periods. This is the approach that so far has been taken by the various versions of the Penn World Tables provided by Summers, Heston, and Aten which provide PPP-adjusted GDP per capita levels. The problem with applying this

---

9 See, for example, Reddy, Visaria, and Asali (2008) for one such example where the approach is to use define a common conception of poverty based on nutritional adequacy and then compare poverty levels in three countries using this metric.

10 They do not only consider the benchmark years, but also national growth rates and try to render the two pieces of information consistent. For details see the documentation in Heston, Summers, and Aten (2006).
approach to poverty measurement is that it will lead to strong deviations of trends in poverty from what we know from national statistics. The extreme case would be China again. If we believed the 1993 ICP and the 2005 ICP to be true reflections of Chinese prices relative to world prices, then poverty would have fallen in China between 1993 and 2005 by only 10 percentage points (from 28% to 18%) which is entirely inconsistent with growth and poverty reduction using national data which show much faster poverty reduction. A second problem with such an approach would be that the earlier ICP rounds were much more incomplete, omitting large countries such as China in all previous rounds and India in several rounds, so that it is unclear what estimates to use for these countries. A third problem is that there reasons to believe that the earlier rounds were of lower quality than previous ones so that one might reasonably want to distrust some of their results (see Heston 2008; Ravallion, Chen, and Sangraula 2008).

So one is faced with a rather unpalatable choice between two problematic approaches: Either we rely on a single cross-country price comparison and pretend it tells us a lot about how relative prices were 15 or even 25 years ago across the world, which is the current approach, or we use the different comparisons and have to contend with the inconsistencies, the coverage, and the differential quality. Both choices appear to be quite problematic.

These conceptual problems appear to be really quite serious and they will get worse over time. Imagine that we are in 2015 where there has yet again been another ICP round and we will first have to generate a new international poverty line yet again, then produce an entirely new time series of poverty rates going back all the way to 1990 to determine what the new levels of poverty are and whether indeed we have met the goal.

Apart from these conceptual problems, there are also some measurement problems to deal with in this particular ICP round and the biases it might have produced. There are several reasons to believe that in general the quality of the ICP is higher than in previous rounds. The country coverage was wider, there were more consistency checks, and it appears that the data gathering and analysis was more thorough (see, e.g. Heston 2008; Ravallion, Chen, and Sangraula 2008). At the same time two particular empirical problems appear to arise. The first, also discussed by Ward in this volume and also confirmed by Heston (2008), relates to the choice of goods whose prices are being compared. There is the inherent tension between international comparability and national representativeness of goods. Ideally the goods whose prices are to be compared should be both highly comparable internationally (i.e. essentially the same good in all countries) but also representative of purchasing habits of a population. In rich countries this is likely to be the case (e.g. one can compare the prices of identical shirts of the same popular brand that are both available and widely used). When we compare prices between a rich and poor country, the tension will arise. We will probably be able to find identical goods in both countries but in the poor country the good is likely to be consumed by a rich and import-oriented elite and thus not representative of the population (e.g. an international brand-name shirt will be bought only by a select group in China). One could alternatively replace the good in a poor country with a cheaper, domestically produced substitute which would be more representative of the population, but inherently less comparable to the good in the rich country. As with the conceptual problems, there is no easy way to resolve this tension and choose the ‘correct’ answer. The claim by Ward is that in the

11 China did not participate in the 1993 ICP so its PPP exchange rates are based on estimates which may well be part of the problem for the drastic revision.

12 These arguments would also caution against just relying on earlier rounds of the ICP for global poverty measurement.
2005 ICP one tended to emphasize international comparability over national representativeness, and this led to some of high reported prices in countries such as China, India, or parts of Sub-Saharan Africa, and thus the associated higher poverty levels, a claim also supported by Heston (2008), an adviser to the 2005 ICP round. This would essentially mean that poverty is overstated in these countries in the 2005 ICP round as the ‘comparable’ national goods are actually more affordable, leading to higher purchasing power and lower poverty.\(^{13}\)

As a result, we are left with a great deal of uncertainty about the levels of extreme poverty and it appears to me that the conceptual and empirical problems are so severe that we can place relatively little confidence in the reported levels of poverty using these international poverty lines. To be sure the reported trends in global poverty are much less questionable where the changes implied by each revision have been always relatively modest due to the reasons described above.

**Is there an Alternative Approach to Measure Global Poverty?**

Given these problems, the question arises whether there is an alternative approach to measuring extreme poverty at the global level. In principle there is and it is an approach that is already widely used, including by the World Bank, though not usually for measuring poverty at the global level. The approach, which has also been recommended by Reddy (2008) consists of creating national poverty lines using a procedure that is internationally consistent so that then poverty measured in this consistent way could be aggregated across countries. The most common way to generate consistent poverty lines is to anchor them in the costs of a basic needs bundle (Ravallion 1994). Such a basic needs bundle typically estimates the costs of purchasing a sufficient quantity of calories for poor households; additionally, it makes some allowance for non-food items as well.\(^{14}\) With this poverty line, one would examine levels and trends in poverty, country by country, and then simply add up poverty across countries, without reference to an international poverty line. This would obviate the rather complex conceptual and empirical problems inherent in the current PPP-based international poverty lines.

While this is, in principle, rather straight-forward and already is used in many countries to generate national poverty lines, there are also a range of conceptual and empirical issues one would have to deal with. The two most important conceptual issues are which basket to consider for the costs of basic calories, and the second is how to adjust this poverty line over time. Turning to the first issue, there is an infinite number of ways a person can purchase an adequate number of calories (e.g. 2100 Kcals a day) and some of these ways will be very cheap (if most calories consumed are in the form of the cheapest nationally available grain) or very expensive (if most calories consumed are, for example, in the form of red meat, fish, milk products, or alcohol).\(^{15}\) The suggestion in Ravallion (1994) is to choose populations that are presumed to be close to the poverty line, but there are other alternatives, including expert judgments on adequate baskets, the average basket in a country, or the basket of the poorest

---

\(^{13}\) A related issue refers to the already-mentioned assumption about the productivity of government services where Heston (2008) argues that the adjustments were possibly too large for China and India, thus making these countries look poorer as a whole, again leading to higher poverty levels there.

\(^{14}\) See Ravallion (1994) for a full exposition of this method and Reddy, Visaria and Asali (2008) for an application.

\(^{15}\) See Deaton (1997) for a discussion of these issues.
group. There are arguments for each of those procedures and one would require a consistent choice across countries.

This relates to the more serious second problem, how to update the poverty line. The standard procedure is to maintain the basket and simply update the costs of that basket over time. While this necessary for consistent comparisons over time, it is clear that a periodic adjustment of the basket is also necessary as the food habits will change and need to be reflected. This will, however, change poverty levels and make poverty trends more difficult to interpret. In addition, international coordination would be required to ensure that these adjustments are done in a consistent fashion. Adjusting the basket regularly would have a sizable impact on poverty. For example, Reddy (2007) shows that the failure to adjust the basket inherent in India’s poverty line has arguably led to a strong overestimation of poverty decline since the 1970s. The reason is that the poor in India have been purchasing increasingly expensive calories (esp. the consumption of milk products and fats has increased substantially) so that the same expenditure now buys fewer calories than previously, leaving more people with insufficient calories and thus poor. This is a rather difficult conceptual issue and a satisfactory and consistent treatment of this problem would be required if one were to use national poverty lines to measure poverty at the global level.

There are also a host of empirical issues to consider. They include problems of comparability of questionnaires of household surveys, different extent of measurement error in food expenditures that would affect the construction of national poverty lines, just to name a few. Also here, the devil is in the detail as has been shown in Deaton and Kozel (2005) who survey the great debates on poverty in India where these issues are the center of the debate.

Clearly, this alternative approach of using consistent national poverty lines to measure poverty at the international level would either require extensive international coordination and standardization or would require an international agency, such as the World Bank, to take all these household surveys and build up comparable national poverty lines for as many countries as possible. Both paths are not entirely infeasible. The first route has been chosen in the creation of the System of National Accounts where all countries of the world agreed to specific rules for the calculation of national income, GDP, and other aggregate statistics. And the second route the World Bank has already gone down quite far in its work on global poverty as well as its work on national poverty. Thus it would not appear to be entirely infeasible to try out such an alternative approach. If implemented successfully, such an approach would obviate the need for the periodic drastic revisions of poverty levels and would also present a more accurate picture of poverty trends over time. To be sure, the conclusion on poverty trends would, as discussed above, not be substantially different from those based on the current method favoured by the World Bank, but they would be based on a better foundation.

**Conclusion**

The rather drastic revisions of global poverty have revealed significant problems in the measurement of levels and trends in global poverty. In this paper, I have discussed the nature of these problems and highlighted some potential solutions. It appears that the current method of calculation poverty using a regularly revised international poverty line is beset with considerable conceptual and empirical problems. Instead, it is well worth considering an alternative where global poverty is monitored using internationally consistent national poverty lines. It is time that such an approach was actually tried to investigate whether the conceptual and empirical problems inherent in this alternative approach could be handled.

At the same time, it is important to highlight that there are other, in many ways, more substantive problems that the measurement issues that were the focus of this paper. First, for
most countries we do not have any data on poverty so are unable to say much about levels and trends. Second, the vast majority of countries, particularly in Sub Saharan Africa, but also countries in other regions of the world, are currently far from reaching the first MDG by 2015. The currently worsening global economic environment will make further extreme poverty reduction even more difficult (see Bourguignon et al., 2008). Thus the focus in terms of policy has to be on those countries to ensure that they are able to make progress towards the reduction of extreme poverty. As discussed in great detail in Bourguignon et al. (2008) this will require changes both in national policies as well as the international environment and aid policies.

**g) References**


